
Information Retrieval, Fall 2022, Assignment 1

Instructor: Behrooz Mansouri (behrooz.mansouri@maine.edu)

Due: September 15, 2022

Notes for submission:

1. Submit your file(s) with the correct naming as: IR_Assignment1_StudentName

2. Two files should be uploaded, one .zip file having all the codes (directory is zipped and it is

named codes) and one .pdf file. There would be a penalty for uploading wrong formatted files.

Any other formatting will be ignored

3. Codes should be well-structured with comments to run

4. Before September 20, codes should be available on your GitHub Repo. Failure to have codes

publicly available, results in a 20% reduction in your grade.

5. Any assumptions made by students should be explicitly mentioned in the submitted

document

6. Answers to the questions should be easy to detect. For your codes, name the .ipynb files

according to the question numbers (e.g., Question1.ipynb). In your document, use the question

number and just write your answer. You should not have the question itself in your document.

(e.g., Question 4. Here are my queries: …)

Question 1 (20%): Finish all 5 exercises on Session 2 (Python Refresher) and locate the file

named “Question1.ipynb” in the code’s directory that you will zip.

Question 2 (40%): Using the Coffee stack exchange data and posts (both question and answers),

implement a Boolean retrieval system (convert all the text to lowercase). Note that documents

in our collection are posts (questions and answers). Consider the question title and body as one

text. Search the following queries:

a. espresso [information need: how to make espresso]

b. turkish  + coffee (and) [information need: making Turkish coffee]

c. turkish  + coffee (or) [information need: making Turkish coffee]

d. persian + coffee (not-and) [information need: making coffee, not Persian one]



Report top-10 results for each query in one table (use post ids). Now answer the following

questions:

a. What is the precision and recall for each query at cut-10? (Use a table to report your

numbers) Use your reasoning to decide if the posts are relevant or not

b. Discuss how the results from ‘b’ and ‘c’ are different (1 paragraph)

c. Generate a precision-recall graph for each query with matplotlib and discuss the plot

Question 3 (20%): Read the paper “A taxonomy of web search” by Andrei Broder (available on

the course website). And answer the following questions:

a. What are the three categories of web searches? Provide an example for each

b. Use two major search engines (other than Google) and use your examples from (a) as

the input query. Compare the results using precision on the top-5 results and discuss

them in a paragraph

c. Is this taxonomy covering all types of web searches? If yes explained why, and if no,

provide your new taxonomy with an example

Question 4 (10%): Think of an information need. Create three different queries, one with a

small length (1/2 word), the second medium-length, and the third with a greater length than

the two others (maybe a question). Use the two search engines from Question-3 and for each

query report precision@10. For each query explain how the results were different in each

search engine (Do the results intersect? Did precision drop/increase?). For each query use a

paragraph for discussion.

Question 5 (10%): List five web services or sites that you use that appear to use search, not

including web search engines. Describe the role of search for that service. Also describe

whether the search is based on a database or grep style of matching, or if the search is using

some type of ranking. (Each service in one paragraph)


