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In previous session we learned about:

Building Test Collection, talk by Michael Ekstrand

ARQMath Test Collection for Math Information Retrieval

Previous Session
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Basic Probability Theory



Probabilistic Approach for Retrieval

Given a user information need (represented as a query) and a 
collection of documents, an IR system must determine how well 
the documents satisfy the query

● An IR system has an uncertain understanding of the user query and 
makes an uncertain guess of whether a document satisfies the query

● Probability theory provides a principled foundation for such reasoning 
under uncertainty

● Probabilistic models exploit this foundation to estimate how likely it is 
that a document is relevant to a query
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Basic Idea
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q4 d2 0



Basic Idea

Score(d,q)  = p(R=1|d,q)
     = count(q,d,R=1) / count(q,d)

P(R=1|q1,d1) = 1/2

P(R=1|q1,d2) = 0/2

P(R=1|q1,d3) = 1/1
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Probabilistic vs. Other Models

Boolean model:
● Probabilistic models support ranking and thus are better than the simple 

Boolean model

Vector space model:
● The vector space model is also a formally defined model that supports ranking
● Ranks documents according to similarity

○ The notion of similarity does not translate directly into an assessment of “is 
the document a good document to give to the user or not?”

○ The most similar document can be highly relevant or completely 
non-relevant

● Probability theory is arguably a cleaner formalization of what we really want an 
IR system to do
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Basic Probability Theory
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Basic Probability Theory
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Probability Ranking Principle 
(PRP)



Document Ranking Problem
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Ranked retrieval setup: given a collection of documents, the user issues 
a query, and an ordered list of documents is returned

Assume binary relevance: Rd,q is a random binary variable
● Rd,q = 1 if document d is relevant w.r.t query q
● Rd,q = 0 otherwise

Probabilistic ranking orders documents decreasingly by their estimated 
probability of relevance w.r.t. query: P(R = 1|d, q)

Assume that the relevance of each document is independent of the 
relevance of other documents

Query Likelihood Retrieval Model



Probability Ranking Principle
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PRP in brief 
If the retrieved documents (w.r.t. a query) are ranked decreasingly 
on their probability of relevance, then the effectiveness of the 
system will be the best that is obtainable

PRP in full
If [the IR] system’s response to each [query] is a ranking of the 
documents in order of decreasing probability of relevance to the 
[query], where the probabilities are estimated as accurately as 
possible on the basis of whatever data have been made available to 
the system for this purpose, the overall effectiveness of the system 
to its user will be the best that is obtainable on the basis of those 
data

Stephen Robertson

Karen Spärck Jones



Probability Ranking Principle

13

“For a given query, if we know some documents that are relevant. 
Terms that occur in those documents should be given greater 
weighting in searching for other relevant documents.

By making assumptions about the distribution of terms and applying 
Bayes Theorem, it is possible to derive weights theoretically.” Van Rijsbergen



Binary Independence Model 
(BIM)



Assumptions
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Binary (equivalent to Boolean): documents and queries 
represented as binary term incidence vectors
● e.g., document d represented by vector x = (x1, ..., xM), where xt = 1 if term t 

occurs in d and xt = 0 otherwise
● Different documents may have the same vector representation

Independence: no association between terms (not true, but 
works in practice – Naïve Bayes model)



Approach
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Queries: binary term incidence vectors

Given query q,

● For each document d need to compute p(R|q,d)
● Replace with computing p(R|q,x) where x is binary term incidence 

vector representing d
● Interested only in ranking

Will use odds and Bayes’ Rule:



Calculating Odd
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Calculating Odd
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Calculating Odd
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Calculating Odd
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terms not occurring in the query are 
equally likely to occur in relevant and
nonrelevant documents



Calculating Odd
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1



Calculating Odd
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Retrieval Status Value (RSV)
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The ci are log odds ratios (of contingency table a few slides back) 
They function as the term weights in this model

● ci = 0: term has equal odds of appearing in relevant and nonrel documents
● ci positive: higher odds to appear in relevant documents
● ci negative: higher odds to appear in non-relevant documents



Retrieval Status Value (RSV)
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The ci are log odds ratios (of contingency table a few slides back) 
They function as the term weights in this model

How do we compute ci from our data?



Estimating Retrieval Status Value (Theory) 
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For each term i look at this table of document counts:



Avoiding Zeros
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If any of the counts is a zero, then the term weight is not 
well-defined

Maximum likelihood estimation does not work for rare 
events

To avoid zeros: add 0.5 to each count 
● For example, use S − s + 0.5 instead of S − s



Key Challenge
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If non-relevant documents are approximated by the whole collection, then ri 
(prob. of occurrence in non-relevant documents for query) is n/N and

Assuming that relevant documents are a very small percentage of the collection

But note that the above approximation cannot easily be extended to relevant documents



Key Challenge
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If non-relevant documents are approximated by the whole collection, then ri 
(prob. of occurrence in non-relevant documents for query) is n/N and

pi (probability of occurrence in relevant documents) cannot be approximated as 
easily – various ways can be used for estimation:

● From relevant documents if you know some
○ Relevance weighting can be used in a feedback loop

● Constant (Croft and Harper combination match) – then just get IDF 
weighting of terms (with pi =0.5)

For short documents (titles or abstracts) in one ‐pass retrieval
situations, this estimate can be quite satisfactory



Pseudo-Relevance Feedback
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We can use (pseudo-)relevance feedback, in an iterative process of estimation

1. Assume that pi is constant over all xi in query and ri as before

● pi = 0.5 for any given doc

2. Determine guess of relevant document set

● V is fixed size set of highest ranked documents on this model

3. Use distribution of xi in docs in V. Let Vi be a set of documents containing xi

● pi = |Vi | / |V|

 Assume if not retrieved then not relevant

● ri = (ni – |Vi|) / (N – |V|)

4. Go to 2, until converges, then return ranking



BestMatch25 (BM25)



Why BM25 Okapi?
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For modern full- text search collections, a model should pay attention to term 
frequency and document length, but BIM
● does not use term frequency and document length 
● hurt effectiveness on long documents

Okapi does:
● add a term frequency component like in the vector space model
● separate document and query length normalization
● several tuning constants, which depend on the collection

From 1994 until today, BM25 is one of the most widely used and robust retrieval 
models



Okapi BM25 Model
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The simplest score for document d is just idf weighting of the query terms present in the document:

Improve this formula by factoring in the term frequency and document length:

tftd:    term frequency in document d
Ld (Lave):    length of document d (average document length in the whole collection)
k1:    tuning parameter controlling the document term frequency scaling
b:    tuning parameter controlling the scaling by document length



Okapi BM25 Model
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tftd:    term frequency in document d
Ld (Lave):    length of document d (average document length in the whole collection)
k1:    tuning parameter controlling the document term frequency scaling
b:    tuning parameter controlling the scaling by document length

k1 = 0 is binary independence model
k1 large is raw term frequency
b = 0 is no length normalization 
b = 1 is relative frequency (fully scale by document length)

Typically, k1 is set around 1.2–2 and b around 0.75



BM25 Example
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Query: “die hard”
Total number of documents: 500,000
‘die’ occurring in 40,000 documents
‘hard’ occurring in 300 documents

For document D, “die” occurs 15 times and “hard” occurs 25 
times and its average length is 90% of the average length

Set K1 to 1.2, b=0.75



BM25 Example
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Query: “die hard”
Total number of documents: 500,000
‘die’ occurring in 40,000 documents
‘hard’ occurring in 300 documents

For document D, “die” occurs 15 times and “hard” occurs 25 
times and its average length is 90% of the average length

Set K1 to 1.2, b=0.75

For term “die”:   tfdie,D   =15 and IDFdie  = 1.1 → RSV = 1.1 ✕ (33/16.11) = 1.1 ✕ 2.05 = 2.25
For term “hard”: tfhard,D=25 and IDFhard= 3.2→  RSV = 3.2 ✕ (55/26.11) = 3.2 ✕ 2.11 = 6.75
Score = 2.25+6.75 = 9



Important Note:
THERE ARE DIFFERENT 

VARIANTS OF BM25! 
Which BM25 Do You Mean?

A Large-Scale Reproducibility Study of Scoring Variants

Kamphuis et al. ECIR 2020



PageRank



Why PageRank?
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PageRank (PR) is an algorithm used by Google Search to 
rank web pages in their search engine results

It is named after both the term "web page" and co-founder Larry Page

● PageRank is a way of measuring the importance of website pages
● PageRank works by counting the number and quality of links to a page to determine 

a rough estimate of how important the website is
● Assumption is that more important websites are likely to receive more links from 

other websites



Idea
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Given Web Pages numbered 1, ... n. The PageRank of webpage i is based on its linking 
web pages (webpages j that link to i), but we do not just count the number of linking web 
pages

● i.e., not treating all linking web pages equally

Instead, we weight the links from different web pages
● Web Pages that link to i, and have high PageRank scores themselves, should be given more 

weight
● Web Pages that link to i, but link to a lot of other webpages in general, should be given less weight



Random Surfer Model
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Browse the Web using the following algorithm:

● Choose a random number r between 0 and 1
○ If r < λ:

■ Go to a random page
○ If r ≥ λ:

■ Click a link at random on the current page
○ Start again

PageRank of a page is the probability that the “random surfer” will look at it

● Links from popular pages will increase PageRank of pages they point to

– do not have links

– contains only links that no longer point to other pages

– have links forming a loop



Model
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PageRank (PR) of page C = PR(A)/2 + PR(B)/1

More generally, 

where Bu is the set of pages that point to u, and Lv is the number of 
outgoing links from page v (not counting duplicate links)



Model
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PageRank (PR) of page C = PR(A)/2 + PR(B)/1

More generally, 

where Bu is the set of pages that point to u, and Lv is the number of 
outgoing links from page v (not counting duplicate links)

Don’t know PageRank values at start

Assume equal values (1/3 in this case), then iterate:

● first iteration: PR(C) = 0.33/2 + 0.33 = 0.5, PR(A) = 0.33, and PR(B) = 0.17
● second: PR(C) = 0.33/2 + 0.17 = 0.33, PR(A) = 0.5, PR(B) = 0.17
● third: PR(C) = 0.42, PR(A) = 0.33, PR(B) = 0.25

Converges to PR(C) = 0.4, PR(A) = 0.4, and PR(B) = 0.2



Random Page Jump
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Taking random page jump into account, 1/3 chance of going to any page when r < λ

● PR(C) = λ/3 + (1 − λ) · (PR(A)/2 + PR(B)/1)
● More generally,

where N is the number of pages, λ typically 0.15



Summary

Today we learned about:
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Summary

Today we learned about:

● Probabilistic Models

Binary Independence Model

BM25 Model

PageRank
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Next Session



Language Models
We will learn about another set of probabilistic approaches for retrieval, language 
models!

To do:
● Reading: Chapters 11 of Manning’s book 

● Assignment 3 is ready! Submission date after the fall break!

● Let’s review the assignment!
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