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Previous Session

Project Part II Presentations

● Notes on presentation skills
○ Great improvement compared to Project Part I
○ Small improvements can be made; follow the notes on presentation

■ Slide number
○ Presenting your work

● Notes on the content
○ Implementing and evaluating search engines
○ Analyzing search models

● Your thoughts?
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IR Later (Slide from the First Session)
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1945

Memex

IR Defined

1950s

Calvin Mooers defined IR as: 'The 
requirements of information 
retrieval, of finding information 
whose location or very existence 
is a priori unknown....'

1960s

Cranfield experiments
Boolean IR
SMART

Salton
VSM

1970-80s

Cranfield experiments: series of 
experimental studies in information 
retrieval conducted by Cyril W. Cleverdon
SMART: vector space model, relevance 
feedback, and Rocchio classification

1956

VSM: vector space model for 
automatic indexing
TF-IDF: term frequency–inverse 
document frequency

1990s

TREC
FIRE
Yahoo!
Okapi BM25
PageRank

1971

TREC: an annual workshop aimed at 
building the infrastructure required for 
extracting relevant information from large 
volumes of electronic documents
https://trec.nist.gov/ 

Google
Google News

CLEF (Multilingual)

2000s

https://www.clef-initiative.eu/ 

2010-20s

Word2Vec
Neural IR
BERT
COLBERT

https://trec.nist.gov/
https://www.clef-initiative.eu/


Motivation

One-hot vectors map objects into a vector of fixed-length
Considered some identity for each object

We have not captured any semantic relationships
● Is there a relationship between man and king?
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Woman 1 0 0 0

Man 0 1 0 0

Queen 0 0 1 0

King 0 0 0 1



Motivation

One-hot vectors map objects into a vector of fixed-length
Considered some identity for each object

We have not captured any semantic relationships
● Is there a relationship between man and king?

We would like to develop a model in which
● (Man, King) > (Man, Queen) King - Man + Woman → Queen
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Woman 1 0 0 0

Man 0 1 0 0

Queen 0 0 1 0

King 0 0 0 1



Prerequisite 
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A neural network is made up of vertically stacked components called Layers
● Input Layer: First is the input layer. This layer will accept the data and pass it to the 

rest of the network
● Hidden Layer: The second type of layer is called the hidden layer. Hidden layers are 

either one or more in number for a neural network 
Hidden layers are the ones that are actually responsible for the excellent performance 
and complexity of neural networks

● Output Layer: The last type of layer is the output layer. The output layer holds the 
result or the output of the problem



Prerequisite 
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● A neural network’s loss function is used to identify if the learning process needs to be 
adjusted

● A neural network, the parameters that the algorithm needs to learn in order to 
minimize the loss function are the weights of the network 
○ Backpropagation is an efficient algorithm that is used to find the optimal weights 

of a neural network: those that minimize the loss function
● An epoch is a term used in machine learning and indicates the number of passes of 

the entire training dataset the machine learning algorithm has completed



Training vs Test
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Validation Set

Training Set



Word2Vec



Distributional Hypothesis

The Distributional Hypothesis in linguistics is derived from the semantic 

theory of language usage, i.e.

● Words that are used and occur in the same contexts tend to support 

similar meanings
○ Harriz, Z. (1954) Distributional structure

● A word is characterized by the company it keeps
○ Firth, J.R. (1957) A synopsis of linguistic theory 
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Word2Vec

Word2Vec uses a trick you may have seen elsewhere in machine learning

● Train a simple neural network with a single hidden layer to perform a certain task

● Not actually going to use that neural network for the task we trained it on

● The goal is actually just to learn the weights of the hidden layer

Fake Task

● Given a specific word in the middle of a sentence (the input word), find the 

probability for every word in our vocabulary of being the “nearby word” that we 

chose

11
Mikolov et al. Distributed Representations of Words and Phrases and their Compositionality, 2013

https://proceedings.neurips.cc/paper/2013/file/9aa42b31882ec039965f3c4923ce901b-Paper.pdf


Word2Vec

The output probabilities are going to relate to how likely it is finding each vocabulary 

word nearby our input word

● e.g, for the input word “Soviet”, the output probabilities are going to be much 

higher for words like “Union” and “Russia” than for unrelated words like 

“watermelon” and “kangaroo”

Train the neural network to do this by feeding it word pairs found in our training 

documents
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Training Neural Network

13The network is going to learn the statistics from the number of times each pairing shows up
Window size (context) is a hyperparameter



More Details on Training

A word just as a text string to a neural network
● We need a way to represent the words to the network
● Build a vocabulary of words from our training documents

Words are represented by one-hot encoding
● A vector with size of vocabulary
● 1 if the word is present, otherwise 0
● e.g., 1000 for cat
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One-hot Encoding

Most statistical NLP/IR work regards words as atomic symbols:
● book, information, university

In vector space, this is a sparse vector with one 1 and a lot of zeros
● book   → [0 0 0 1 0 0 0 0 0 0]
● university → [0 0 0 0 0 0 0 0 1 0]

Problem:
● The dimensionality of the vector will be the size of vocabulary
● No semantic relationship between word vectors’ representations
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Word2Vec (Skip-Gram Model)

The skip-gram neural network model is actually surprisingly simple in its most basic form

Two assumptions:
● A word can be used to generate the words surrounding it
● Given the center word, the context words are generated independently
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I like courseretrieval

information

P (“I”, “like”, “retrieval”, “course” | “information”)

= P(“I” | “information”) ✕
P(“like” | “information”) ✕
P(“retrieval” | “information”) ✕
P(“course” | “information”)



Architecture of the Neural Network
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Architecture of the Neural Network
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The Hidden Layer

The hidden layer is going to be represented by a weight matrix 
● 10,000 rows (one for every word in our vocabulary) 
● 300 columns (one for every hidden neuron)

○ 300 features is what Google used in their published model trained on the Google news dataset

The end goal of all of this is really just to learn
this hidden layer weight matrix

The hidden layer of this model is really just
operating as a lookup table
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The Output Layer

Softmax: each output neuron (one per word in our vocabulary) will produce an output between 0 and 
1, and the sum of all these output values will add up to 1

Note: we are looking at context, the offset is ignored! If the word York always come after New and the 
word year appears after 3 words, they will be considered the same in training (Context window of 10)

20http://ufldl.stanford.edu/tutorial/supervised/SoftmaxRegression/ 

http://ufldl.stanford.edu/tutorial/supervised/SoftmaxRegression/


Word2Vec (Continuous Bag of Words (CBOW) model)

The center word is generated based on the context words
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I like courseretrieval

information

P (“information” | “I”, “like”, “retrieval”, “course”)



Architecture of the Neural Network
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Issues with Current Design

For each training sample, only the weights corresponding to the target word might get 
a significant update
● While training a neural network model, in each back-propagation pass we try to update 

all the weights in the hidden layer
● The weight corresponding to non-target words would receive a marginal or no change 

at all, i.e. in each pass we only make very sparse updates
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Issues with Current Design

For each training sample, only the weights corresponding to the target word might get 
a significant update
● While training a neural network model, in each back-propagation pass we try to update 

all the weights in the hidden layer
● The weight corresponding to non-target words would receive a marginal or no change 

at all, i.e. in each pass we only make very sparse updates

Solution: try to reduce the number of weights updated for each training sample
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Subsampling of Frequent Words

Frequent words can easily occur hundreds of millions of times (e.g., “in”, “the”, and “a”). Such words 
usually provide less information value than the rare words – (“France, “Paris), (“France”, “the”)

Observation: the vector representations of frequent words do not change significantly after training on 
several million examples

25Mikolov et al. Distributed Representations of Words and Phrases and their Compositionality, 2013

https://arxiv.org/pdf/1310.4546.pdf


Subsampling of Frequent Words

Frequent words can easily occur hundreds of millions of times (e.g., “in”, “the”, and “a”). Such words 
usually provide less information value than the rare words – (“France, “Paris), (“France”, “the”)

Observation: the vector representations of frequent words do not change significantly after training on 
several million examples

Subsampling is to sample the infrequent words more often than the frequent words to create new 
training data. The probability that we cut the word is related to the word’s frequency

If we have a window size of 10, and we remove a specific instance of “the” from our text:

● As we train on the remaining words, “the” will not appear in any of their context windows
● We’ll have 10 fewer training samples where “the” is the input word

26Mikolov et al. Distributed Representations of Words and Phrases and their Compositionality, 2013

https://arxiv.org/pdf/1310.4546.pdf


Negative Sampling

Instead of trying to predict the probability of being a nearby word for all the words in 
the vocabulary, we try to predict the probability that our training sample words are 
neighbors or not 

→ Maximizing the similarity of the words in the same context and minimizing it when 
they occur in different contexts

Simplify the problem by randomly selecting a few “negative” words k (hyperparameter, 
let’s say 5) to update the weights for

27Mikolov et al. Distributed Representations of Words and Phrases and their Compositionality, 2013

https://arxiv.org/pdf/1310.4546.pdf


FastText



Issues with Word2Vec
1. Out of Vocabulary(OOV) Words
● An embedding is created for each word
● Cannot handle any words it has not encountered during its training

2. Morphology
● For words with same radicals such as “eat” and “eaten”, Word2Vec does not do any parameter 

sharing

FastText n-gram embedding model (Bojanowski et al., 2017): Enriching Word Vectors with Subword Information
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https://arxiv.org/abs/1607.04606


Subword Generation

For a word, we generate character n-grams of length 3 to 6 present in it

Two-step vector representation updating
1. First, the embedding for the center word is calculated by taking a sum of vectors for 

the character n-grams and the whole word itself
2. For the actual context words, we directly take their word vector from the embedding 

table without adding the character n-grams
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Word2Vec and FastText Coding

Gensim: https://radimrehurek.com/gensim/ 

FastText: https://radimrehurek.com/gensim/models/fasttext.html 
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https://radimrehurek.com/gensim/
https://radimrehurek.com/gensim/models/fasttext.html


Seq2Seq Models



Sequence to Sequence Models

Special class of Recurrent Neural Network architectures that we typically 
use (but not restricted) to solve complex Language problems
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seq2seq model

seq2seq model

seq2seq model

Machine Translation

Summarization

Chatbox

How are you? Comment ça va?

In order to deliver a good 
academic talk, consider 
these 6 points

What is the capital of 
France?

6 points for giving 
academic talk

It is Paris

Sutskever et al. Sequence to Sequence Learning with Neural Networks, 2014

https://proceedings.neurips.cc/paper/2014/file/a14ac55a4f27472c5d894ec1c3c743d2-Paper.pdf


High-level Overview

Encoder: The encoder processes each token in the input-sequence. It tries to cram all the information 
about the input-sequence into a vector of fixed length i.e. the ‘context vector’. After going through all the 
tokens, the encoder passes this vector onto the decoder

Context vector (State): The vector is built in such a way that it's expected to encapsulate the whole 
meaning of the input-sequence and help the decoder make accurate predictions. This is the final 
internal states of our encoder block

Decoder: The decoder reads the context vector and tries to predict the target-sequence token by token
34



Under the hood

Long Short-Term Memory (LSTM) uses gates and increased number of interactions

In Bidirectional LSTM (BLSTM) input flows in two directions; you feed the learning algorithm with 
the original data once from beginning to the end and once from end to beginning 

ELMO (Embeddings from Language Models) is a contextualized model that uses BLSTM (2018)
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LSTM Unit
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input xt into the unit at time step t

cell state
Forget 
Gate

Input 
Gate

Output 
Gate

f(t) i(t)

c(t)

g(t)

o(t)



Attention Models

● This is achieved by keeping the intermediate outputs from the encoder LSTM from 
each step of the input sequence and training the model to learn to pay selective 
attention to these inputs and relate them to items in the output sequence

● How attention is paid to the input sequence when predicting the output sequence
● Issue: Still step by step, not suitable for large corpus
● Luong et al. Effective Approaches to Attention-based Neural Machine Translation, 2015
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Attention is all you need!

A new network architecture, the Transformer, based solely on attention mechanisms 
(no LSTM)
The Transformer model extract features for each word
using a self-attention mechanism to figure out how
important all the other words in the sentence are
w.r.t. to the aforementioned word

38Vaswani et al., Attention is all you need, 2017

stacked self-attention and 
point-wise, fully connected layers

https://proceedings.neurips.cc/paper/7181-attention-is-all-you-need


BERT
Bidirectional Encoder Representations 

from Transformers



Overview

BERT makes use of Transformer, an attention mechanism that learns 
contextual relations between words (or sub-words) in a text

An encoder that reads the text input and a decoder that produces a 
prediction for the task. Transformer encoder reads the entire sequence of 
words at once 

Since BERT’s goal is to generate a language model, only the encoder 
mechanism is necessary

40Devlin et al. BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding, 2019

https://deepsense.ai/wp-content/uploads/2020/05/1810.04805.pdf


Pre-training and Fine-tuning

● The same architectures are used in both pre-training and fine-tuning
● [CLS]is a special symbol added in front of every input example, and [SEP]is a special separator token
● Pre-training: two tasks are considered

1. Masked LM: mask some percentage of the input tokens at random, and then predict those masked tokens
mask 15% of all WordPiece tokens in each sequence at random

2. Next Sentence Prediction: understanding the relationship between two sentence (50% of positive pairs)
Used BooksCorpus (800M words) and Wikipedia (2,500M words)
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Fine-Tuning

Compared to pre-training, fine-tuning is
relatively inexpensive

Most model hyperparameters are the same
as in pre-training, except for parameters such
as number of training epochs

Tasks:

● Question answering
● Abstract summarization
● Sentence prediction
● Conversational response generation
● Sentiment classification

42



Under Hood
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Transformer 
Layers

Hidden 
Size

Attention 
Heads

Parameters Processing Length of 
Training

BERTbase 12 768 12 110M 4 TPUs 4d

BERTlarge 24 1024 16 340M 16 TPUs 4d

ML Architecture 
Parts Definition

Parameters Number of learnable variables/values 
available for the model

Transformer 
Layers

Number of Transformer blocks. A transformer 
block transforms a sequence of word 
representations to a sequence of 
contextualized words (numbered 
representations)

Hidden Size
Layers of mathematical functions, located 
between the input and output, that assign 
weights (to words) to produce a desired result

Attention Heads The size of a Transformer block

Processing Type of processing unit used to train the 
model

Length of 
Training Time it took to train the model

https://github.com/jessevig/bertviz 

https://github.com/jessevig/bertviz


Byte-Pair Encoding (BPE) Tokenization (from tokenization session)

Uses Huffman encoding for tokenization (greedy algorithm)

Training Steps:

1. Starts with splitting the input words into single characters 
(each of them corresponds to a symbol in the final vocabulary)
* In practice we commonly add special end of word symbol “__” before space

2. Find the most frequent occurring pair of symbols from the current vocabulary
3. Add this to the vocabulary and size of vocabulary increases by one
4. Repeat steps (2) and (3) till the defined number of tokens are built 

or no new combination of symbols exist with required frequency

44Sennrich et al. Neural Machine Translation of Rare Words with Subword Units, 2016

https://arxiv.org/pdf/1508.07909.pdf)


Under Hood

To help the model distinguish between the two sentences in training, the input is processed in the following way before 
entering the model:

1. A [CLS] token is inserted at the beginning of the first sentence and a [SEP] token is inserted at the end of each 
sentence

2. A sentence embedding indicating Sentence A or Sentence B is added to each token. Sentence embeddings are 
similar in concept to token embeddings, with a vocabulary of 2

3. A positional embedding is added to each token to indicate its position in the sequence. The concept and 
implementation of positional embedding are presented in the Transformer paper
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BERT-based Models
RoBERTa: Robustly Optimized BERT Approach

● Facebook AI research team
● They used 160GB of text instead of the 16GB dataset originally used to train BERT
● Increased the number of iterations from 100K to 300K and then further to 500K
● Dynamically changing the masking pattern applied to the training data
● Removing the next sequence prediction objective from the training procedure

ALBERT, XLNET, Sentence-BERT, ColBERT

46

Liu et al. Roberta: A robustly optimized BERT pretraining approach, 2019

Lan et al. ALBERT: A LITE BERT for self-supervised learning of language representations, 2020

Machine performance on the RACE challenge (SAT-like reading comprehension)

https://arxiv.org/abs/1907.11692
https://arxiv.org/pdf/1909.11942.pdf?fbclid=IwAR1gWlaWokv7Ys5JNkTgQ3Hw-


ColBERT

Contextualized Late Interaction over BERT
● Deep contextualized LMs come at a steep increase in computational cost
● A novel late interaction paradigm for estimating relevance between a query 𝑞 and a document 𝑑
● Two step full retrieval model

○ the first is an approximate stage aimed at filtering 
○ the second is a refinement stage

47Khattab and Zaharia, Colbert: Efficient and effective passage search via contextualized late interaction over BERT, 2020

https://dl.acm.org/doi/abs/10.1145/3397271.3401075


Sentence-BERT

A modification of the pretrained BERT network that use siamese 
and triplet network structures to derive semantically meaningful 
sentence embeddings that can be compared using 
cosine-similarity

SBERT can be used for tasks which are computationally
not feasible to be modeled with BERT. For example, clustering of 
10,000 sentences with hierarchical clustering requires with BERT 
about 65 hours, as around 50 Million sentence combinations must 
be computed. With SBERT, we were able to reduce the effort to 
about 5 seconds

48

Reimers and Gurevych. Sentence-BERT: Sentence Embeddings using Siamese BERT-Networks, 2019

https://www.sbert.net/ 

https://arxiv.org/abs/1908.10084
https://www.sbert.net/


MS-MARCO

The first dataset was a question answering dataset featuring 100,000 real Bing questions and a 
human generated answer

Since then, released a 1,000,000 question dataset, a natural language generation dataset, a 
passage ranking dataset, keyphrase extraction dataset, crawling dataset, and a conversational 
search

Document Retrieval
1. Document Re-Ranking:  Given a candidate top 100 document as retrieved by BM25, re-rank documents by relevance
2. Document Full Ranking: Given a corpus of 3.2m documents generate a candidate top 100 documents sorted by relevance

Passage Retrieval
1. Passage Re-Ranking:  Given a candidate top 1000 passages as retrieved by BM25, re-rank passage by relevance
2. Passage Full Ranking: Given a corpus of 8.8m passages generate a candidate top 1000 passages sorted by relevance

49https://microsoft.github.io/msmarco/ 

https://microsoft.github.io/msmarco/


Hugging Face

Hugging Face has a course on NLP: https://huggingface.co/course/chapter0/1?fw=pt 

50https://huggingface.co/ 

https://huggingface.co/course/chapter0/1?fw=pt
https://huggingface.co/


Coding with Hugging Face
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Coding with Hugging Face
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Summary

Today we learned about:
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Summary

Today we learned about:

● Word2Vec

FastText

Seq2Seq Model

BERT
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Next Session



Neural IR
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● Class discussion on two recent papers for BERT-Based Embeddings
● Sentence-BERT: Sentence Embeddings using Siamese BERT-Networks
● ColBERT: Efficient and Effective Passage Search via Contextualized Late 

Interaction Over BERT

To do:
● Assignment 4
● Reading: papers in the slides

https://arxiv.org/abs/1908.10084
https://dl.acm.org/doi/abs/10.1145/3397271.3401075
https://dl.acm.org/doi/abs/10.1145/3397271.3401075

