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In previous session we learned about:

  How documents are encoded

  What are the retrieval units we can consider for search

Processing text with: tokenization, stopword removal, normalization, stemming,               
lemmetization

Previous Session
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Abstract Model of Ranking



Recall Inverted Index

Indexes are designed to support search with a faster response time and supports updates

Text search engines use a particular form of search: ranking

● Documents are retrieved in sorted order according to a score computed using the 
document representation, the query, and a ranking algorithm

What is a reasonable abstract model for ranking?
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Abstract Model of Ranking
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Index terms or document features

Estimate the degree to which the document is 
about a particular subject

Number of web pages that link to this document
Number of days since this page was last updated

Each of these feature values is 
generated using a feature function

Documents are written in 
natural human languages



Abstract Model of Ranking

Documents are written in 
natural human languages
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Abstract Model of Ranking

Documents are written in 
natural human languages
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Index terms or document features

Estimate the degree to which the document is 
about a particular subject

Number of web pages that link to this document
Number of days since this page was last updated

Each of these feature values is 
generated using a feature function



Abstract Model of Ranking
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Ignore many of the document 
features, focus only on the small 
subset that relate to the query

Documents are written in 
natural human languages Index terms or document features



A More Concrete Ranking Model
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fi   :  some feature function that extracts a number from the document
gi : similar feature function that extracts a value from the query wrt document

how important document updates 
are to relevance for this query



Inverted Indexes (Recap)



Inverted Index
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index term

inverted list

posting

document-ordered

Collection



Inverted Index
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Query: tropical fish



Inverted Index
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Issue
does not record the number of times each word appears
no reason to prefer any of these sentences over any other



Inverted Index with Counts
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Posting → a:b
a: document ID
b: number of times the word appears in document ‘a’



Inverted Index with Counts
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Query: tropical fish
S2 should be preferred over S1 and S3

word counts can be a powerful predictor of document relevance



Inverted Index with Counts
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Imagine a document about food that included a section 
on tropical fruits followed by a section on saltwater fish

Query: tropical fish
S2 should be preferred over S1 and S3

word counts can be a powerful predictor of document relevance



Inverted Index with Positions
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Posting → a:b
a: document ID
b: the word position in document ‘a’

one posting per word occurrence



Inverted Index with Positions
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one posting per word occurrence

Query: tropical fish

Posting → a:b
a: document ID
b: the word position in document ‘a’



Fields and Extents
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Document structure is useful in search
● field restrictions

○ e.g., date, from:, etc.
●  some fields more important

○ e.g., title (a good summary of the page), headings, tags

Options:
● separate index (set of inverted lists) for each field type; e.g., one for title and one for body
● add information about fields to postings: 0 for title and 1 for body
● use extent lists (specially useful when there are multiple fields with the same name)

○ e.g, three authors for a book



Fields and Extents
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An extent is a contiguous region of a document
● represent extents using word positions
● inverted list records all extents for a given field type

extent list

The title in document 1 starts from word in position 1 and ends before position 3 
→ fish in title of document 1



Compression



Compression
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Memory hierarchy
● The top of the hierarchy we have memory that is tiny, but fast
● The base consists of memory that is huge, but slow



Compression
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Memory hierarchy
● The top of the hierarchy we have memory that is tiny, but fast
● The base consists of memory that is huge, but slow

Inverted lists are very large; Much higher if n-grams are indexed
● Compression techniques are the most powerful tool for managing the memory 

hierarchy
● Compression allows the same inverted list data to be stored in less space
● Typically have to decompress lists to use them 
● Best compression techniques have good compression ratios and are easy to 

decompress



Compression
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Memory hierarchy
● The top of the hierarchy we have memory that is tiny, but fast
● The base consists of memory that is huge, but slow

Inverted lists are very large; Much higher if n-grams are indexed
● Compression techniques are the most powerful tool for managing the memory 

hierarchy
● Compression allows the same inverted list data to be stored in less space
● Typically have to decompress lists to use them 
● Best compression techniques have good compression ratios and are easy to 

decompress
The space savings of compression comes at a cost: 

○ The processor must decompress the data in order to use it
○ Choose a compression technique that reduces space and is easy to 

decompress



Compression Example
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Basic idea: 
● Common data elements use short codes
● Uncommon data elements use longer codes

Compression must be lossless; no information lost + unambiguous (be able to 
decompress)

Example: coding numbers {0, 1, 2, 3} with sequence (data)  0, 1, 0, 3, 0, 2, 0
The sequence can be encoded as: 00 01 00 11 00 10 00 → 0 01 0 10 0 11 0 (10 bits)

Save 00 as 0 to save space



Compression Example
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Basic idea: 
● Common data elements use short codes
● Uncommon data elements use longer codes

Compression must be lossless; no information lost + unambiguous (be able to 
decompress)

Example: coding numbers {0, 1, 2, 3} with sequence (data)  0, 1, 0, 3, 0, 2, 0
The sequence can be encoded as: 00 01 00 11 00 10 00 → 0 01 0 10 0 11 0 (10 bits)

Ambiguous: not clear how to decode:
Input: 0010100110 Decoding 1: 0 01 01 0 0 11 0 → 0 1 1 0 0 3 0
Input: 0010100110 Decoding 2: 0 0 10 10 01 10 → 0 0 2 2 1 2



Prefix Codes
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Forcing unambiguous coding

Prefix-free codes (prefix code)
● No code word in the system that is a prefix of any other code word in the system
● Input sequence  0, 1, 0, 3, 0, 2, 0
● Encoded as: 0101011101100
● Decoding: 0, 101, 0, 111, 0, 110, 0 → 0, 1, 0, 3, 0, 2, 0
● 13 bits (better than 14 bits of uncompressed)

The number 0 appears frequently
Can use that fact to reduce the amount of space



Delta Encoding

Many words appear just once in a document, and some appear two or three times (Zipf’s law)

● Encode small numbers with small codes and large numbers with large codes

Frequency of document numbers in inverted lists is less predictable

● Differences between numbers in an ordered list (e.g. an inverted list) are smaller and more 
predictable

Delta encoding

● Encodes differences between document numbers (d-gaps)
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In the next slides:
Assume that small numbers are more likely 
to occur than large ones 



Delta Encoding Example

● Inverted list (doc #s without counts):

1, 5, 9, 18, 23, 24, 30, 44, 45, 48

● Differences between adjacent numbers:

1, 4, 4, 9, 5, 1, 6, 14, 1, 3

● Differences for high-frequency words easier to compress (words like “who”):

1, 1, 2, 1, 5, 1, 4, 1, 1, 3, ...

● Differences for low-frequency words are large (words like “entropy”):

109, 3766, 453, 1867, 992, ...
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Small d-gaps

Larger d-gaps



Bit-Aligned Codes

Breaks between the coded regions (the spaces) can happen after any bit position

Unary Code

● Encode k as k 1’s followed by 0
● Terminating 0 makes the code unambiguous

Issues:

● Efficient for small numbers such as 0 and 1
● Expensive for large numbers

○ 1023: 10 bits in binary code ambiguous
○ 1023: 1024 bits in unary code unambiguous
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Elias-γ (Elias Gamma) Codes

Developed by Peter Elias to combines the strengths of unary and binary codes

To encode a number k, compute:

e.g., K= 13
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length of offset; number of binary digits in unary

offset; the remainder in binary

Peter Elias



Elias-γ (Elias Gamma) Codes

Developed by Peter Elias to combines the strengths of unary and binary codes

To encode a number k, compute:

e.g., K= 13 → kd: 3, kr: 5 → kd (unary) 1110 and kr (binary) 101 → 1110 101
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Peter Elias

length of offset; number of binary digits in unary

offset; the remainder in binary



Elias-γ (Elias Gamma) Codes

Developed by Peter Elias to combines the strengths of unary and binary codes

To encode a number k, compute:

e.g., K= 13 → kd: 3, kr: 5 → kd (unary) 1110 and kr (binary) 101 → 1110 101
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Decoding
Start with 0: Value is 1
Start with 1: 
● Read 1’s until 0, store number of 1’s as P
● Read P bits in binary (R)
● Value is 2P+R

Peter Elias

length of offset; number of binary digits in unary

offset; the remainder in binary



Elias-δ (Elias Delta) Codes

Elias-γ code: uses no more bits than unary, many fewer for k > 2

● 1023 takes 19 bits instead of 1024 bits using unary
● In general, takes 2 ⎣log2 k⎦+1 bits to encode a number
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Elias-δ (Elias Delta) Codes

Elias-γ code: uses no more bits than unary, many fewer for k > 2

● 1023 takes 19 bits instead of 1024 bits using unary
● In general, takes 2 ⎣log2 k⎦+1 bits to encode a number

To improve coding of large numbers, use Elias-δ code

● Instead of encoding kd in unary, we encode kd + 1 using Elias-γ
● Remainder is still encoded the same, in binary
● Takes approximately 2 log2 log2 k + log2 k bits

Split kd into:
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Elias-δ (Elias Delta) Codes

K=15 → Kd = 3, Kr=7 (binary) → Kd+1 = 4 → Kdd=2, Kdr=4-4=0

36The value of Kdd is the length of Kdr



Skipping

Search involves comparison of inverted lists of different lengths

● Can be very inefficient
● “Skip” ahead to check document numbers is better
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BRUTUS

CALPURNIA

Intersection

1 20 43 56 75 89 125 174

75 78 125

75 125

Linear in the length of the postings lists
Can we do better?



Skip Pointers

Skip pointers allow us to skip postings that will not figure in the search results

This makes intersecting postings lists more efficient

Some postings lists contain several million entries – so efficiency can be an issue 
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Skip Pointers

Skip pointers allow us to skip postings that will not figure in the search results

This makes intersecting postings lists more efficient

Some postings lists contain several million entries – so efficiency can be an issue 
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Skip Pointers

Skip pointers allow us to skip postings that will not figure in the search results

This makes intersecting postings lists more efficient

Some postings lists contain several million entries – so efficiency can be an issue 
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Skip Pointers

Skip pointers allow us to skip postings that will not figure in the search results

This makes intersecting postings lists more efficient

Some postings lists contain several million entries – so efficiency can be an issue 

42

BRUTUS

CALPURNIA

1 20 43 56 75 89 125 174
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Index Construction



Simple Construction

● Requires that all the inverted lists be stored in memory
● Is sequential, with no obvious way to parallelize it

○ Include lock on Hash Table, but still not good for large collections
44

Parse each document 
into tokens



Merging Index Files

Merging addresses limited memory problem
● Build the inverted list structure until memory runs out
● Then write the partial index to disk, start making a new one
● At the end of this process, the disk is filled with many partial indexes, 

which are merged

Partial lists must be designed, so they can be merged in small pieces
● e.g., storing in alphabetical order

45

same token in multiple lists: 
merge postings in numerical order



Distributed Indexing

Distributed processing driven by need to index and analyze huge amounts of data 

Large numbers of inexpensive servers used rather than larger, more expensive machines

MapReduce is a distributed programming tool designed for indexing and analysis tasks:

● Map (parallel document processing)
○ Count the terms in each document (tokenize, stem, ...)
○ Produces (document, count) pairs

● Shuffle
○ Send all pairs for the same term to the same reducer

● Reduce (parallel term processing)
○ Build the postings file

Fault-tolerant: If a machine fails to complete, that task is restarted

the Mapper or Reducer is called multiple times on the same input, the output will always be 
the same
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MapReduce
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We first ‘map’ individual credit 
card transactions as pairs

Individual credit cards are ‘shuffled’ 
together, compute total amount for 
each card in ‘reduce’ step



MapReduce
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Inverted lists with positions for tokens

Posting list for each token



Query Processing



Document-at-a-Time vs. Term-at-a-Time

Document-at-a-time

● Calculates complete scores for documents by 
processing all term lists, one document at a time

50

Query: salt water tropical

The numbers (x:y) represent a 
document number (x) and a 
word count (y)

Step1:
Doc 1 only

Step 4:
Doc 4 only



Document-at-a-Time vs. Term-at-a-Time

Document-at-a-time

● Calculates complete scores for documents by 
processing all term lists, one document at a time

Term-at-a-time

● Accumulates scores for documents by 
processing term lists one at a time
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Query: salt water tropical

The numbers (x:y) represent a 
document number (x) and a 
word count (y)

computed scores are 
exactly the same as 
Document-at-a-time

Step 1:
salt only

Step 3:
tropical only



Threshold Methods

Threshold methods use the number of top-ranked documents needed (k) to optimize query 
processing
● For most applications, k is small (k=10 or 20)

For any query
● There is a minimum score that each document needs to reach before it can be shown to 

the user
● The minimum score is the score of the kth-highest scoring document
● Gives threshold τ: Optimization methods estimate τ′ to ignore documents

For Document-at-a-time:
● Use score of lowest-ranked document so far for τ′

For Term-at-a-time:
● Have to use kth-largest score in the accumulator table

52

5 4 10 9 8

1 2 1 3 2

d1

d2

k =5



Threshold Methods

Threshold methods use the number of top-ranked documents needed (k) to optimize query 
processing
● For most applications, k is small (k=10 or 20)

For any query
● There is a minimum score that each document needs to reach before it can be shown to 

the user
● The minimum score is the score of the kth-highest scoring document
● Gives threshold τ: Optimization methods estimate τ′ to ignore documents

For Document-at-a-time:
● Use score of lowest-ranked document so far for τ′

For Term-at-a-time:
● Have to use kth-largest score in the accumulator table

How to estimate τ′?
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5 4 10 9 8

1 2 1 3 2

d1

d2

k =5



MaxScore

τ′ represents a lower bound on the score a document needs in order to enter the final ranked list

MaxScore method compares the maximum score that remaining documents could have to τ′
Query: “Portland Maine”
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At index time, we compute the largest score μw  any document achieved for each term w 

Portland

Maine



MaxScore

τ′ represents a lower bound on the score a document needs in order to enter the final ranked list

MaxScore method compares the maximum score that remaining documents could have to τ′
Query: “Portland Maine”

Indexer computes μPortland  (Maximum score for any document containing just “Portland”)

● Assume k =3, τ′ is the lowest score after first three docs

● Likely that τ′ > μPortland: τ′ is the score of a document that contains both query terms

Can safely skip over all gray postings; no score for tree is enough to be included without also 
matching Maine

55

Portland

Maine



Summary

Today we learned about:
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Summary

Today we learned about:

Inverted indexes

Compression

Index construction

Query processing
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Next Session



Evaluation
Evaluation measures for information retrieval

● How can we distinguish effectiveness of different information retrieval model
● Other effectiveness measures than Precision and Recall
● Measures for unjudged assessment

To do:

● Submit Assignment 1
● After the deadline (with Penalty - September 20%), upload your codes on GitHub
● Read Chapter 5 of Croft’s book
● Assignment 2 is ready! Let’s review it!
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