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Previous Session
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In the previous session, we learned about:

● How documents are encoded
● Processing text with: 

○ Tokenization
○ Stopword removal
○ Normalization
○ Stemming
○ Lemmetization 



Language Models



Which one is more Likely?

Probability distribution over strings of text
● How likely is a given string (observation) in a given “language”
● For example, consider probability for the following four strings

○ S1= “Portland Museum of Art”
○ S2= “Art of Portland Museum”
○ S3= “of Museum Art Portland”
○ S4= “Portland موزه of Art”
○ English: p1 > p2 > p3 > p4

Depends on what “language” we are modeling
● In most of NLP tasks, assume that p1 = p2
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Google Results for the Queries in Previous Slide
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Language Model

A model for how humans generate language

● Places a probability distribution over any sequence of words
● By construction, it also provides a model for generating text according to its distribution

Used in many language-oriented tasks, e.g.,

● Machine translation: P(high winds tonight) > P(large winds tonight)
● Spelling correction: P(about 15 minutes) > P(about 15 minuets)
● Speech recognition: P(I saw a van) >> P(eyes awe of an)
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Language Modeling Problem

A language model over a vocabulary V assigns probabilities to 
strings drawn from V*

● Finite vocabulary (e.g. words or characters)
● Infinite set of sequences
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Probabilistic Language Modeling
Goal: compute the probability of a sentence or sequence of words:

P(W) = P(w1, w2, w3, w4, w5 … wn)

Related task: probability of an upcoming word:

P(w5 |w 1, w2, w3, w4)

A model that computes either of these:

P(W) or P(wn |w1, w2 … wn-1) is called a language model

Better: the grammar But language model or LM is standard
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Computing P(W)

How to compute this joint probability:

P(its, water, is, so, transparent, that)

Intuition: let’s rely on the Chain Rule of Probability

Recall the definition of conditional probabilities

p(B|A) = P(A,B)/P(A) Rewriting: P(A,B) = P(A)P(B|A)
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The Chain Rule
More variables:

P(A,B,C,D) = P(A)P(B|A)P(C|A,B)P(D|A,B,C)

The Chain Rule in General

P(x1,x2,x3,...,xn) = P(x1)P(x2|x1)P(x3|x1,x2)...P(xn|x1,...,xn-1)

The Chain Rule applied to compute joint probability of words in sentence

P(“its water is so transparent”) = P(its) × P(water|its) × P(is|its water) × P(so|its water is) ×
                                                    P(transparent|its water is so)
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Counting Words in Corpora

Probabilities are based on counting things

Counting of things in natural language is based on a corpus (plural corpora)

Whether we treat period (“.”), comma (“,”), and so on as words depends on the 
task

● Punctuation is critical for finding boundaries of things (commas, periods, 
colons), and for identifying some aspects of meaning (question marks, 
exclamation marks, quotation marks)

● For some tasks, like part-of-speech tagging or parsing or speech synthesis, 
we sometimes treat punctuation marks as if they were separate words

11



Estimating the Probabilities

Could we just count and divide?

Count(its water is so transparent that the)
P(the | its water is so transparent that) = 

   Count(its water is so transparent that)
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Estimating the Probabilities

Could we just count and divide?

Count(its water is so transparent that the)
P(the | its water is so transparent that) = 

   Count(its water is so transparent that)

● No! Too many possible sentences!
● We’ll never see enough data for estimating these
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Markov Assumption



Morphological Analysis

Simplifying assumption:

(the | its water is so transparent that) ≈ P(the | that)

Or maybe

P(the | its water is so transparent that) ≈ P(the | transparent that)

In other words, we approximate each component in the product
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Andrey Markov

https://en.wikipedia.org/wiki/Andrey_Markov


Simplest case: Unigram model

Some automatically generated sentences from a unigram model

fifth, an, of, futures, the, an, incorporated, a, a, the, inflation, most, 
dollars, quarter, in, is, mass

thrift, did, eighty, said, hard, 'm, july, bullish

that, or, limited, the
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Bigram model (2-gram)
Condition on the previous word:

texaco, rose, one, in, this, issue, is, pursuing, growth, in, a, boiler, house, said, mr., 
gurria, mexico, 's, motion, control, proposal, without, permission, from, five, hundred,
fifty, five, yen

outside, new, car, parking, lot, of, the, agreement, reached

this, would, be, a, record, november
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N-gram Models

We can extend to trigrams, 4-grams, 5-grams

In general, this is an insufficient model of language because 
language has long-distance dependencies:
● “The computer which I had just put into the machine room
on the fifth floor crashed.”

But we can often get away with N-gram models

18



Estimating N-grams



The Maximum Likelihood Estimate

Maximum Likelihood Estimation (MLE): estimating the parameters of an assumed 
probability distribution, given some observed data
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The Epic Story of Maximum Likelihood

https://arxiv.org/pdf/0804.2996.pdf


Example
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P(I|<s>)       = ? P(</s>|Sam) = ?
P(Sam|<s>) = ? P(Sam|am)   = ?
P(am|I)        = ? P(do|I)           = ?



Example
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P(I|<s>)       = ⅔ = 0.67 P(</s>|Sam) = ½ = 0.5
P(Sam|<s>) = ⅓ = 0.33 P(Sam|am)   = ½ = 0.5
P(am|I)        = ⅔ = 0.67 P(do|I)           = ⅓ = 0.33



Example (2): Berkeley Restaurant Project sentences

A dialogue system from the last century that answered questions about a database of 
restaurants in Berkeley, California

Here are some text-normalized sample user queries
● can you tell me about any good cantonese restaurants close by
● mid priced thai food is what i’m looking for
● tell me about chez panisse
● can you give me a listing of the kinds of food that are available
● i’m looking for a good place to eat breakfast
● when is caffe venezia open during the day
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Example (2): Berkeley Restaurant Project sentences

Bigram counts for eight of the words (out of V = 1446) in the Berkeley Restaurant 
Project corpus of 9332 sentences. Zero counts are in gray

Numbers: Row followed by Column
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Example (2): Berkeley Restaurant Project sentences

Set of unigram counts

The bigram probabilities after normalization (dividing each cell by the appropriate 
unigram for its row)
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Example (2): Berkeley Restaurant Project sentences

26



Practical Issues

We always represent and compute language model probabilities in log format as log probabilities
● Avoid underflow
● (also adding is faster than multiplying)
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Evaluation



How Good is Language Model?

Does our language model prefer good sentences to bad ones?
● Assign higher probability to “real” or “frequently observed” sentences than 

“ungrammatical” or “rarely observed” sentences?

We train parameters of our model on a training set

We test the model’s performance on data we have not seen
● A test set is an unseen dataset that is different from our training set, totally 

unused
● An evaluation metric tells us how well our model does on the test set
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Extrinsic Evaluation of N-gram Models

The best way to evaluate the performance of a language model is to embed it in
an application and measure how much the application improves. Such end-to-end
evaluation is called extrinsic evaluation

● Put each model in a task
○ spelling corrector, speech recognizer, MT system

● Run the task, get an accuracy for A and for B
○ How many misspelled words corrected properly
○ How many words translated correctly 

● Compare accuracy for A and B
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Difficulty of Extrinsic Evaluation of N-gram Models

Extrinsic evaluation
● Time-consuming; can take days or weeks

An intrinsic evaluation metric is one that measures the quality of 
a model independent of any application

Sometimes use intrinsic evaluation: perplexity
● Bad approximation (but is helpful to think about)

○ Unless the test data looks just like the training data
○ So generally only useful in pilot experiments
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Perplexity
The best language model is one that best predicts an unseen test set
● Gives the highest P(sentence) – Lower perplexity = better model

Perplexity is the inverse probability of the test set, normalized by the number
of words:

We can use the chain rule to expand the probability of W :
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bigram language model



Generalization and Zeros



Problem with Zero Probability

Training set:
... denied the allegations
... denied the reports
... denied the claims
... denied the request

P(“offer” | denied the) = 0

Bigrams with zero probability: will assign 0 probability to the test set!
And hence we cannot compute perplexity (can’t divide by 0)
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Test set
... denied the offer
... denied the loan



Smoothing for Images
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Idea of Smoothing
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We can view a document as words sampled from the author’s mind
● High-frequency words (e.g., rocky, apollo, boxing) are important
● Low-frequency words (e.g., shot, befriended, checks) are arbitrary

The author chose these, but could have easily chosen others

So, we want to allocate some probability to unobserved indexed-terms 
and discount some probability from those that appear in the document



Laplace Smoothing (Add-One Estimation)

Pretend we saw each word one more time than we did (i.e. just add
one to all the counts)

MLE estimate:

Add-1 estimate:

Simple, but does not work well in practice
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Backoff and Interpolation
Sometimes it helps to use less context
● Condition on less context for contexts you have not learned much about – 

generalization
Backoff:
● Use trigram if you have good evidence (no Zero evidence)
● Otherwise bigram, otherwise unigram

Interpolation:
● Mix unigram, bigram, trigram

Linear interpolation

Interpolation works better
38
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Setting the Lambdas

Use a held-out corpus

Choose λs to maximize the probability of held-out data:
● Fix the N-gram probabilities (on the training data)
● Then search for λs that give largest probability to held-out set:
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Out of Vocabulary
Define an unknown word token <UNK>

Training of <UNK> probabilities
● Create a fixed lexicon L of size V
● Any training word not in L changed to <UNK>
● Train language model probabilities as if <UNK> were a normal word

At decoding time
● Use <UNK> probabilities for any word not in training
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Summary

Today we learned about:
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Summary

Today we learned about:

 Language Models and Evaluation

 Markov Assumption

 Estimating N-grams and Smoothing
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Next Session



Naïve Bayes and Sentiment Classification
We will explore

● Text Classification

● Naïve Bayes Classifier

● Evaluation and significance testing

To do:

● Submit Assignment 1
● Reading:  Chapter 3 of Jurafsky Book (Link)
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https://web.stanford.edu/~jurafsky/slp3/3.pdf

